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Abstract. Automated credit models risk propagating socioeconomic disparities.
This paper evaluates the trade-off between predictive accuracy and algorithmic
fairness in Decision Trees, Random Forests, and XGBoost using four frame-
works: (i) Baseline, (ii) Fairness through Blindness, (iii) Counterfactual Fair-
ness, and (iv) In-processing Mitigation (Exponentiated Gradient). Results re-
veal that tree-based models easily exploit proxy variables under blind condi-
tions, rendering simple race removal ineffective. Conversely, in-processing mit-
igation strictly enforces demographic parity, actively mapping the critical trade-
offs between financial risk discrimination and algorithmic equity.

1. Introduction
Access to credit is a fundamental pillar of economic mobility, influencing an individ-
ual’s ability to secure housing, pursue higher education, and build generational wealth.
Consequently, the integration of Machine Learning (ML) algorithms by financial insti-
tutions to automate credit scoring has sparked critical discussions regarding algorithmic
fairness and systemic bias [Barocas and Selbst 2016, Rabonato and Berton 2025, Wecchi
and Berton 2026]. While predictive models promise increased efficiency and objectiv-
ity, they risk learning, perpetuating, and amplifying historical socioeconomic disparities
embedded within training datasets [Mehrabi et al. 2021,dos Santos Porphirio et al. 2025].

Empirical investigations into public financial data consistently reveal that raw fi-
nancial indicators like income and loan amounts do not fully account for the systematic
disparities in credit approval rates across different racial groups. These persistent gaps
underscore a need to evaluate how different classifier architectures and feature-handling
strategies impact both model performance and algorithmic fairness [Kozodoi et al. 2022].

To evaluate these dynamics, this paper investigates the behavior of three prominent
tree-based classification algorithms widely utilized in the financial sector due to their
robustness and handling of non-linear relationships: Decision Trees, Random Forests,
and Extreme Gradient Boosting (XGBoost). We evaluate these models across four distinct
operational frameworks designed to measure, isolate, and mitigate racial bias:

• Baseline Approach: Models are trained using all available financial and demo-
graphic features, serving as the benchmark for unmitigated predictive performance
and demographic disparity [Barocas and Selbst 2016].

• Fairness through Blindness (Race Removal): The explicit racial identifiers are
completely omitted from the training phase, testing the common but often flawed
assumption that ignoring a protected attribute eliminates bias despite the presence
of proxy variables [Mehrabi et al. 2021].



• Counterfactual Fairness Testing: Models are trained on all features, but at in-
ference time, the protected racial attribute of an individual is synthetically flipped
to observe if the classifier alters its final credit decision [Kusner et al. 2017]. This
approach directly measures the causal dependency of the model’s predictions on
race alone.

• In-processing Mitigation (Exponentiated Gradient): The models are trained as
a constrained optimization problem, explicitly penalizing group-level algorithmic
disparities during the learning phase. This evaluates the trade-off between strict
predictive accuracy and structural demographic parity [Agarwal et al. 2018].

By contrasting these strategies, this study contributes to the growing body of lit-
erature on algorithmic auditing in finance. Our empirical setup aims to identify not only
which tree-based architectures are inherently more prone to exploiting racial proxies, but
also whether standard mitigation techniques successfully disrupt the residual racial dis-
parities that statistical and baseline models consistently detect in credit data [Kozodoi
et al. 2022].

2. Related work
The deployment of tree-based machine learning ensemble, such as Random Forests, and
Extreme Gradient Boosting (XGBoost), has drastically improved risk discrimination and
predictive performance in consumer credit scoring platforms [Hlongwane et al. 2024].
However, optimizing solely for statistical metrics like overall accuracy or F1-Score poses
a substantial risk of perpetuating or amplifying historical inequalities embedded within
lending datasets [Barocas and Selbst 2016,Das et al. 2023]. Consequently, auditing credit
scoring systems through the lens of algorithmic fairness has evolved into a prominent
subfield of financial machine learning [Das et al. 2023, Kozodoi et al. 2022].

Algorithmic auditing frameworks traditionally differentiate between group-level
statistical fairness and individual causal fairness [Cornacchia et al. 2023]. Statistical
metrics focus on outcome frequencies across demographic segments, with demographic
parity serving as a foundational benchmark [Pessach and Shmueli 2023]. Demographic
parity dictates that the probability of receiving a positive credit decision should be equal
across all protected groups [Pessach and Shmueli 2023].

A pervasive and historical strategy to achieve group fairness has been ”fairness
through blindness,” wherein explicit protected attributes (e.g., race) are entirely removed
from the training data [SD 2026]. However, literature consistently demonstrates that omit-
ting sensitive features fails to mitigate bias because complex non-linear models, partic-
ularly tree-based ensembles, excel at reconstructing the protected attributes using cor-
related socioeconomic proxies such as income, loan amount, and geographic data [SD
2026, Pessach and Shmueli 2023].

To address the mathematical limitations of explicit feature blindness, recent al-
gorithmic auditing literature has shifted toward in-processing mitigation frameworks. A
foundational method in this domain is the reduction approach proposed by Agarwal et
al. [Agarwal et al. 2018], which reformulates fair classification as a constrained optimiza-
tion problem. By applying an exponentiated gradient descent algorithm, this methodology
treats fairness as a sequence of cost-sensitive learning problems. It dynamically updates
sample weights during training to balance the predictive loss function against strict struc-



tural fairness constraints, such as demographic parity or equalized odds, generating a
randomized ensemble that provides provable theoretical bounds on algorithmic discrimi-
nation [Agarwal et al. 2018].

To overcome the limitations of group-level metrics, individual fairness paradigms
demand that ”like cases be treated alike” [Cornacchia et al. 2023]. A major advance-
ment in this domain is counterfactual fairness, formalized through structural causal mod-
els [Kusner et al. 2017]. Under this definition, a predictive model is considered coun-
terfactually fair toward an individual if its prediction remains invariant in both the actual
world and a counterfactual world where the individual’s protected attribute is synthetically
altered while all non-descendant features are held constant [Kusner et al. 2017, Cornac-
chia et al. 2023].

In practical credit applications, full counterfactual testing presents unique chal-
lenges due to the strict and often untestable assumptions required to map entire causal
systems or latent background variables [Ivanov 2026]. To bridge this gap, recent studies
employ localized counterfactual perturbations or post-hoc auditing [Ivanov 2026,Cornac-
chia et al. 2023]. These methods simulate counterfactual profiles at inference time by
keeping factual creditworthiness indicators constant and flipping only the protected at-
tribute to directly isolate explicit bias and evaluate local prediction consistency [Kusner
et al. 2017, Cornacchia et al. 2023]. While tree-based classifiers exhibit varying de-
grees of robustness when exposed to demographic perturbations [Hlongwane et al. 2024],
our study builds upon this foundation by explicitly comparing how different operational
feature frameworks—ranging from full baseline inclusion and explicit feature blindness
to counterfactual demographic flipping—manifest across Decision Tree, Random Forest,
and XGBoost architectures within credit-granting contexts.

3. Methodology
This section outlines the empirical framework used to evaluate racial fairness across tree-
based classifiers in automated credit granting. Our methodology is structured into three
main phases: (i) pipeline definition and predictive modeling, (ii) operational feature con-
figuration design, and (iii) algorithmic bias and counterfactual auditing.

3.1. Classification Models

To capture complex, non-linear interactions within credit scoring datasets, we employ
three distinct tree-based classification paradigms:

• Decision Tree (DT): Serves as our structural baseline model, splits the feature
space orthogonally based on impurity criteria (e.g., Gini index or entropy) to es-
tablish deterministic, human-interpretable routing rules.

• Random Forest (RF): An ensemble bagging approach that constructs a large
pool of uncorrelated decision trees trained on parallel bootstrapped samples of
the dataset [Breiman 2001]. It averages individual tree outputs to control variance
and prevent overfitting to proxy features.

• Extreme Gradient Boosting (XGBoost): An optimized, sequential boosting
framework that minimizes regularized objective functions [Chen and Guestrin
2016]. It fits successive trees to the residual errors of preceding iterations, pro-
viding high predictive performance in tabular risk models.



For each classifier, the target variable Y ∈ {0, 1} represents the credit decision, where
Y = 1 signifies credit approval and Y = 0 indicates rejection.

3.2. Experimental Design and Feature Configuration Approaches

To isolate the mechanisms through which racial bias manifests in the models, we evaluate
each of the three tree-based classifiers across three operational feature setups with an
additional fourth step for the XGBoost model, related to the In-process mitigation method
exhibit in Figure 1:

Original Data Profile
X = [Xfin, A]

1. Baseline
Framework
All features

included

Ŷ = f(Xfin, A)

2. Fairness
through

Blindness
Drop explicit A
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3. Counterfac-
tual Testing
Flip A → A′

at inference

Ŷcf = f(Xfin, A
′)
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Exp. Gradient w/
Parity Constraint

Figure 1. System Architecture of Feature Handling Operational Configurations.

3.2.1. Baseline Framework (All Features)

In this setup, the models are trained on the complete feature matrix X = [Xfin, A],
where Xfin denotes structural financial and transactional attributes (e.g., income, loan
amount) and A denotes the protected sensitive attribute representing race (A ∈
{Group1,Group2, . . . ,Groupn}). This configuration serves as our performance bench-
mark:

Ŷbase = f(Xfin, A) (1)

3.2.2. Fairness through Blindness (Race Removal)

This configuration evaluates the efficacy of explicit attribute suppression, a historical stan-
dard for compliance. The sensitive attribute A is completely purged from the dataset prior
to training, restricting the classifier’s input matrix exclusively to Xfin:

Ŷblind = f(Xfin) (2)

This setup tests the resilience of tree-based models against proxy variable exploitation,
analyzing whether the classifiers reconstruct the missing race attribute A using highly
correlated socioeconomic indicators residing within Xfin.



3.2.3. Counterfactual Robustness Testing (Demographic Attribute Flipping)

To explicitly capture individual causal dependence on race, we establish a post-hoc coun-
terfactual testing strategy. The model is originally trained using the complete baseline
matrix X = [Xfin, A]. However, during the inference phase, the financial attributes Xfin

are held strictly constant while the demographic label A is synthetically perturbed to an
alternative racial category A′ (A′ ̸= A):

Ŷcf = f(Xfin, A
′) (3)

By evaluating whether a synthetic change in race flips the credit prediction (Ŷbase ̸= Ŷcf),
this metric measures explicit model dependence on demographic indicators without alter-
ing the applicant’s underlying financial profile.

3.2.4. In-processing Mitigation (Exponentiated Gradient)

To evaluate the impact of explicitly incorporating algorithmic fairness into model train-
ing, we implement the Exponentiated Gradient (EG) reduction algorithm [Agarwal et al.
2018]. As an in-processing mitigation method, EG solves fair classification through a
constrained optimization procedure, where predictive risk is minimized subject to a fair-
ness constraint. In this study, we target Demographic Parity. Due to the high computa-
tional complexity of iteratively fitting multiple base estimators over a large-scale dataset,
EG was applied specifically to XGBoost. This architectural choice is motivated by XG-
Boost’s status as the top-performing predictive baseline and the prevailing industry stan-
dard for tabular credit risk modeling, making it the most critical candidate for evaluating
the frontier between optimal predictive power and strict fairness constraints.

A convenient way to express the objective is through a Lagrangian formulation:

min
h∈H

max
λ≥0

[L(h(X), Y ) + λ∆(h,A)] , (4)

where L denotes the predictive loss, ∆(h,A) measures violation of the fairness constraint,
and λ is the corresponding Lagrange multiplier. In the EG reduction, these dual variables
are updated multiplicatively across iterations, while the base learner is repeatedly trained
under reweighted costs induced by the current constraint violations.

Rather than yielding a single deterministic classifier, EG typically produces a ran-
domized mixture over classifiers that balances predictive performance and fairness. This
makes it well suited for empirically studying the trade-off between classification perfor-
mance and demographic parity, although F1-Score is used here only as an evaluation
metric rather than as part of the optimization objective itself.

3.3. Evaluation Metrics
The interaction between predictive performance and fairness is measured across all con-
figurations using a joint validation suite. Based on the specific dynamics of our target
dataset, the models are evaluated using the following taxonomy show in Table 1:

• Predictive Performance (Precision, Recall, F1-Score): To assess the classifica-
tion quality, we evaluate Precision and Recall. However, the primary predictive



Table 1. Taxonomy of Evaluation Metrics

Category Specific Metrics Used

Predictive Performance Precision, Recall, & F1-Score

Group Fairness Demographic Parity Ratio (DPR)
Demographic Parity Difference (DP Diff)

Individual Fairness Prediction Flip Rate

benchmark is the F1-Score. As the harmonic mean of Precision and Recall, the
F1-Score provides a robust evaluation of model performance that is highly sensi-
tive to the structural class imbalances commonly found in credit approval datasets.

• Demographic Parity Ratio (DPR) and Difference (DP Diff): These metrics
quantify group-level statistical fairness by examining the allocation of positive
outcomes. DPR computes the ratio of acceptance rates between the unprivileged
and privileged groups. DP Diff measures the absolute margin between these ap-
proval probabilities:

DP Diff = P (Ŷ = 1 | A = privileged)− P (Ŷ = 1 | A = unprivileged) (5)

A perfectly fair model under this statistical paradigm achieves a DPR of 1.0 and a
DP Diff of 0.0.

• Prediction Flip Rate: Evaluates the individual causal vulnerability of the baseline
models. This metric measures the proportion of errors whose predictions change
when only the protected demographic attribute is altered:

PFR =
Flips

Total Errors
× 100% (6)

where Flips is the number of test instances whose predictions change after flipping
race, and Total Errors is the total number of model errors.

3.4. Dataset and Feature Engineering
The empirical analysis in this study is conducted using the publicly available Home Mort-
gage Disclosure Act (HMDA) dataset [Barocas and Selbst 2016,Das et al. 2023]. Enacted
by the United States Congress in 1975, the HMDA mandates that financial institutions re-
port detailed, loan-level registers regarding housing-related credit applications to identify
potentially discriminatory lending patterns and measure structural public access to mort-
gage systems [Das et al. 2023].

The dataset contains a rich set of demographic, financial, and transactional at-
tributes. Our experimental pipeline targets five primary core variables to model individual
credit risk and algorithmic bias profiles:

• derived race / applicant race-1: The explicit categorical variable indi-
cating the self-reported race of the primary credit applicant, serving as the target
protected sensitive attribute (A). In accordance with the HMDA data dictionary,
the privileged group is defined as White applicants (encoded as 5), while the un-
privileged minority group analyzed is defined as Black or African American ap-
plicants (encoded as 3).



• action taken: The binary target label (Y ), where originations and accepted
pre-approvals are mapped to a positive credit outcome (Y = 1), and explicitly
denied applications are mapped to a negative outcome (Y = 0).

• income: Continuous indicator representing the gross annual income of the ap-
plicant (in thousands of dollars).

• loan amount: Continuous metric specifying the exact monetary value of the
mortgage amount requested.

• interest rate: The numerical pricing index denoting the contractual interest
rate assigned to the financial transaction.

3.5. Data Preprocessing and Exploratory Transformations
Raw credit registers frequently exhibit data quality constraints and administrative noise
that can distort statistical learning algorithms. To ensure robust model training and com-
putational efficiency, our data preparation framework implements the following pipeline:

1. Target Engineering and Data Reduction: The dataset is randomly downsam-
pled to 30% using a fixed random seed (SEED = 42) to optimize computational
overhead while preserving statistical representativeness, resulting in a massive fi-
nal dataset of 3,668,789 instances. The raw credit decision (action taken) is
mapped into a binary target, where originations and approved pre-approvals are
classified as positive outcomes (1), and all others as negative (0). Redundant ad-
ministrative metadata and secondary demographic identifiers are systematically
removed.

2. Missing Value Imputation: Financial columns containing textual artifacts (e.g.,
“Exempt”) are coerced into missing values. Numerical features are subsequently
imputed using the median of their respective distributions, while missing categor-
ical variables are explicitly isolated using a constant “Missing” label.

3. Feature Scaling and Encoding: To normalize distributions for the baseline al-
gorithms, numerical variables are standardized using zero-mean and unit-variance
scaling. Categorical features are converted into discrete numerical representations
via ordinal encoding.
To establish a baseline for algorithmic fairness, we analyzed the historical ap-

proval rates within this final dataset. White applicants (the privileged group) represent
the majority at 57.74% (2,118,277 instances) and historically experience an approval rate
of 62.43%. In contrast, Black applicants (the unprivileged group) constitute 8.57% of
the dataset (314,572 instances) and face a significantly lower historical approval rate of
48.43%. This initial discrepancy establishes a clear structural disparity in the raw data
prior to any machine learning intervention. Preliminary exploratory data analysis reveals
significant distributional variations across racial segments. A non-parametric Kruskal-
Wallis test applied to compare income distributions across distinct demographic lines
yielded a test statistic corresponding to a p-value of p = 0.0, indicating statistically sig-
nificant differences among group distributions.

Furthermore, stratification experiments across fixed income intervals show that
cross-demographic disparities in approval rates remain constant even when conditioning
on identical income brackets, just as shown in Figure 2. This finding strongly implies
that income alone does not fully explain the approval disparities observed across groups,
providing a clear justification for evaluating tree-based classifiers using counterfactual
and blindness frameworks.



Figure 2. Approval rate for each race among different income brackets.

3.6. Experimental Setup and Model Tuning

To ensure rigorous evaluation and reproducibility, the dataset was partitioned into three
subsets using a stratified holdout approach: Training (64%), Validation (16%), and Test
(20%). Stratification was applied based on the target variable (loan approved) to
maintain consistent class distributions across all partitions, explicitly handling class im-
balance without relying on synthetic data generation, which could distort underlying de-
mographic distributions.

Hyperparameter optimization was conducted using the Optuna framework. For
each model, we ran 5 optimization trials targeting the maximization of the F1-Score on
the Validation set. The hyperparameter search spaces were defined as follows:

• Decision Tree: max depth ∈ [3, 10], min samples split ∈ [2, 10].
• Random Forest: n estimators ∈ {50, 100, 200}, max depth ∈ [3, 10].
• XGBoost: n estimators ∈ {50, 100, 200}, learning rate ∈ [0.01, 0.20],
max depth ∈ [3, 7].

Once optimized, the models were evaluated on the isolated Test set. To ensure
spatial uniformity during the Counterfactual Twin generation, a standard scaler (zero-
mean, unit-variance) was applied to all numerical features.

4. Results
Table 2 presents the predictive performance of the evaluated models. The baseline tree-
based classifiers exhibit near-perfect F1-scores, indicating a strong capacity to map the
training data. The application of fairness through blindness (Unaware - UA models)
results in negligible performance degradation, maintaining F1-scores above 0.99. This
demonstrates that removing the explicit racial attribute does not hinder the models’ abil-
ity to predict default risk. However, the introduction of the Exponentiated Gradient mit-
igation framework (XGBoost + ExpGrad-DP) induces a noticeable predictive trade-off,
reducing Precision to 0.8662 and the overall F1-score to 0.9266.



Table 2. Predictive performance of the evaluated models.

Model Precision Recall F1-Score

Decision Tree 0.9977 0.9941 0.9959
Decision Tree (UA) 0.9985 0.9954 0.9970
Random Forest 0.9956 0.9927 0.9941
Random Forest (UA) 0.9924 0.9969 0.9947
XGBoost 0.9984 0.9965 0.9974
XGBoost (UA) 0.9984 0.9964 0.9974
XGBoost + ExpGrad-DP 0.8662 0.9961 0.9266

The cost of this predictive trade-off becomes evident when analyzing the algorith-
mic equity metrics detailed in Table 3. Both the baseline and unaware (UA) configurations
fail to achieve group fairness, exhibiting Demographic Parity Differences around 0.21 and
DP Ratios roughly at 0.66. This confirms that explicitly ignoring race does not mitigate
systemic disparities, as the models successfully reconstruct demographic profiles via fi-
nancial proxies. Furthermore, the prediction flip rate reveals that the Random Forest and
XGBoost baseline models are vulnerable to demographic perturbations, with 0.58% and
1.20% of their errors changing after a synthetic change in race, respectively. Interest-
ingly, the Decision Tree ended up with a 0%, which indicates a solution that is not based
on the race category itself, however, its DP diff and DP ratio suggests that the solution
found used proxy categories that reproduced the bias. Conversely, the XGBoost model
penalized with Exponentiated Gradient effectively closes the fairness gap, achieving a
DP Difference of 0.0163 and a DP Ratio of 0.9738, thereby satisfying strict demographic
parity constraints.

Table 3. Fairness metrics of the evaluated models.
Model DP Diff DP Ratio Prediction Flip Rate

Decision Tree 0.2123 0.6589 0.00%
Decision Tree (UA) 0.2117 0.6599 –
Random Forest 0.2114 0.6603 0.58%
Random Forest (UA) 0.2147 0.6579 –
XGBoost 0.2119 0.6599 1.20%
XGBoost (UA) 0.2117 0.6601 –
XGBoost + ExpGrad-DP 0.0163 0.9738 –

5. Discussion
The experimental evaluation of tree-based models under different feature-handling con-
figurations highlights a critical tension between optimization-driven credit assessment
and algorithmic equity. Our results demonstrate that while the complete suppression of
explicit protected attributes (“fairness through blindness”) remains a standard corporate
practice to comply with non-discrimination legislation, it fails to eliminate racial dis-
parities. This failure stems from proxy variable leakage, wherein high-capacity ensem-
ble models such as Random Forests and XGBoost efficiently reconstruct demographic
profiles using highly correlated financial features like income, interest rates, and loan
amounts. When scrutinized under individual counterfactual auditing—synthetically flip-
ping racial indicators at inference time—the baseline models demonstrate fragile consis-



tency, showing that minor demographic perturbations can explicitly alter credit classifica-
tion outcomes even when the underlying economic risk remains unchanged.

To fully understand these mathematical vulnerabilities, algorithmic auditing can-
not be decoupled from the socioeconomic structures that shape credit registries. Al-
though our empirical experiments rely on the US HMDA dataset—owing to its regulatory
transparency and granular demographic attributes, which provide an ideal and necessary
auditing benchmark rarely available in open data regimes elsewhere—the mathematical
mechanisms of proxy leakage observed here transcend geographical borders. In emerg-
ing markets such as Brazil, credit ecosystems similarly reflect a historical accumulation
of systemic socioeconomic inequalities rather than neutral risk indicators. Consequently,
the predictive dependencies exhibited by our audited classifiers provide critical structural
parallels to the dynamics of financialized consumption and credit precarity described in
recent Brazilian literature.

Specifically, Santos (2026) challenges the traditional, optimistic narrative of “fi-
nancial inclusion” in his study Parcelado: dinâmicas de consumo na periferia [Santos
2026]. Santos observes that the modern integration of low-income, predominantly Black
populations into formal credit systems coexists with severe structural precarity [Santos
2026]. Within the Brazilian retail and banking sectors, access to credit occurs under
highly unfavorable operational terms characterized by exorbitant interest rates and com-
pounding financial costs [Santos 2026]. Rather than functioning as an instrument of eco-
nomic mobility or wealth generation, credit acts as an expensive mechanism for managing
daily scarcity, transforming historical exclusion into a process of predatory subordination
to financial capital [Santos 2026].

Our machine learning auditing directly mirrors the structural mechanics of this
economic extraction. Empirical data from the Brazilian credit sector confirms that Black
applicants face structurally higher interest rates and lower approval limits, exposing a
cumulative cycle of racial disadvantage where systemic bias is continuously reinforced.
Credit architectures in Brazil are built around high-rate consumption financing (such as
credit card revolving lines and direct retailer consumer credit), which prioritizes the ex-
traction of resources from low-income groups over sustainable financial inclusion.

When tree-based machine learning algorithms are trained on datasets emerging
from this highly financialized and asymmetrical ecosystem, they do not just learn to pre-
dict risk; they formalize and optimize the extraction of resources. If an algorithmic model
determines that a specific racial group exhibits a higher default probability or must be
subjected to higher interest rates to mitigate risk, it is structurally codifying the historical
economic extraction detailed by Santos [Santos 2026]. Consequently, removing the race
variable does not prevent the model from identifying and penalizing these marginalized
profiles via proxy metrics. True algorithmic fairness in financial modeling requires mov-
ing away from feature blindness and adopting rigorous counterfactual regularizations that
actively prevent classifiers from reproducing the compounding, asymmetric cycles of the
financial market.

6. Conclusion
This study evaluates the intersection of predictive performance and algorithmic fairness
in credit scoring utilizing tree-based classification frameworks. Our empirical analysis



conclusively demonstrates that the prevalent industry practice of “fairness through blind-
ness”—the explicit omission of racial identifiers—fundamentally fails to mitigate demo-
graphic disparities. High-capacity ensemble models, particularly Random Forests and
XGBoost, efficiently reconstruct protected attributes through socioeconomic proxy vari-
ables, thereby maintaining significant demographic parity gaps. Furthermore, localized
counterfactual testing exposes the fragile causal consistency of these models, revealing
that identical financial profiles can yield divergent credit outcomes when only the explicit
racial attribute is synthetically altered.

To effectively break the cycle of proxy exploitation, proactive in-processing inter-
ventions are essential. Our results show that implementing the Exponentiated Gradient
reduction method successfully enforces strict demographic parity, reducing the statistical
disparity difference to near zero. While this constraint-driven approach inevitably intro-
duces a trade-off with predictive precision, it provides a mathematical guarantee that the
compounding, asymmetrical cycles of historical economic exclusion are not mechanically
optimized and reproduced by the algorithmic system. Future research should prioritize
the integration of structural causal models to map the deeper socio-economic variables
driving these disparities, ultimately guiding the design of more equitable financial tech-
nologies.
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