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Abstract—3D reconstruction from posed images is undergoing
a fundamental transformation, driven by continuous advances
in Neural Radiance Fields (NeRFs) and 3D Gaussian Splatting
(3DGS), where scenes are volumetrically represented and ren-
dered using volume rendering techniques. However, extracting
detailed surfaces from these fuzzy, density-based representations
remains a challenge due to the lack of effective surface regu-
larization. To address this, recent work has explored alternative
representations such as 2D Gaussian Splatting (2DGS), which
enables stronger regularization and has shown promising results
for surface extraction. Although 2DGS is a powerful represen-
tation, it suffers from certain drawbacks, such as high memory
consumption. Motivated by these limitations, this work presents
a study of two increasingly popular methodologies: Implicit
Neural Representations (INRs) and 2DGS. First, we demonstrate
that augmenting 2DGS with depth information can significantly
improve geometric accuracy—by up to 10% compared to models
without depth. Importantly, depth is relatively inexpensive to
obtain, as it can be predicted using state-of-the-art depth estima-
tion methods. Next, we introduce an application that extracts an
INR from 2D Gaussian representations. However, previous efforts
have focused primarily on isolated objects of interest. In practice,
scenes are often more complex and contain both foreground and
background elements. To tackle this, we propose a method to
segment foreground and background Gaussians. Leveraging this
segmentation, we further demonstrate the extraction of a 360°
panorama of the scene.

Index Terms—Gaussian Splatting, 3D Reconstruction, Machine
Learning

I. INTRODUCTION

3D reconstruction from images is a long-standing problem
in computer vision with numerous applications, including civil
engineering [1], archaeology [2], and novel view synthesis [3].
The general goal is to recover a 3D representation of a scene
from a set of posed images. Traditionally, objects have been
represented using explicit formats, such as meshes or point
clouds. However, these classical representations have been
challenged by recent advances, particularly those based on
radiance fields.

Radiance fields are a form of representing the object by
modeling the light that flows around the space by a plenoptic
function, that is, a function which, given a point in space
x ∈ R3 and a direction v ∈ S2 returns a corresponding color
of the light in that direction c ∈ R3. Although the concept
of representing light as a field can be traced back to Michael
Faraday in the 19th century [4], the term “Light Field” was
first introduced by Gershun [5]. In computer graphics, the
pioneering works of [6] and [7] demonstrated how light fields
can be used to render objects. The real breakthrough has been
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representing the radiance field as a neural network, as done
in Neural Radiance Fields (NeRFs) [3]. This technique was a
breakthrough in the field of novel view synthesis and served
as a major inspiration for subsequent work on implicit neural
representations (INRs).

INRs are a technique for representing graphical objects (e.g.,
images, 3D objects, etc.) where, instead of using an explicit
description such as meshes or a matrix, we use a neural net-
work fθ to represent the object by a function on the space (R2

for 2D objects, R3 for 3D ones). Beyond modeling 3D scenes,
these neural fields have been applied to other representations,
including Signed Distance Functions (SDFs) [8]. SDFs are a
technique to represent a closed surface S ⊂ R3 as a function
f : R3 → R, where it returns the signed distance from the
surface S, positive if it is outside the volume defined by S and
negative if it is inside. Recently, a new area of research has
been studying Neural SDFs, as shown in [9]. Several works
have also sought to unify Neural SDFs and NeRFs to achieve
more accurate geometric representations in 3D.

Despite NeRF’s 3D reconstruction capabilities, its slow ren-
dering speed remains a significant limitation. To address this,
Kerbl et al. [10] introduced 3D Gaussian Splatting, a technique
that partitions the scene into Gaussian primitives, enabling
much faster rendering while maintaining visually impressive
results. However, the original 3D Gaussian Splatting method
struggled to capture highly accurate geometric information.
To overcome this limitation, Huang et al. [11] proposed 2D
Gaussian Splatting (2DGS), which models the 3D scene with
greater geometrical accuracy since it allows better estimation
and extraction of normals and depth information due to its
straightforward computation of these attributes.

Building on the advancements of 2DGS, one of our goals
is to improve the results in 2DGS by introducing depth
supervision, which can significantly improve results. Aside
from this contribution, given the extracted set of 2D Gaussians,
we also aim to extract a Neural SDF. This task is interesting
since a Neural SDF gives a continuous and differentiable rep-
resentation of the object, which can be more suitable for some
tasks such as surface evolution [12]. Finally, for 360° scenes,
in which the camera rotates around an object of interest, we
will segment the scene between a foreground and background
representation. With the background representation, we will
show how to obtain a 360° equirectangular panorama, which
has a lower memory footprint than the Gaussians and can be
used in other applications, such as Virtual Reality (VR). Our
research has the following contributions:

• Use a Geometric Regularization on 2DGS to improve its



surface reconstruction capabilities.
• Extract a neural representation from the output from

2DGS, which is a continuous representation useful for
tasks in which this property is required;

• Segment the background from the object of interest in
2DGS;

• Extract a 360 equirectangular panorama given a set of
2D Gaussians, which can be used in other tasks, such as
a lightweight 360 visualization.

II. GEOMETRIC REGULARIZATION OF 2DGS

While 2DGS demonstrates impressive reconstruction qual-
ity, it is prone to certain artifacts in its geometry. Relying
solely on pure RGB images, without incorporating geometric
information, can be a significant limitation. To address this, we
propose incorporating depth information during the training
of 2DGS. This approach leverages the widespread availability
of depth sensors in modern devices, such as those integrated
into the latest iPhone models. However, there are scenarios
where such depth information may not be directly accessible.
In these cases, we employ a neural network to generate a
depth map and iteratively refine it. Specifically, we use the
Depth Anything v2 (DAN2) [13] architecture.

A. Method

Our method uses depth maps to enhance the quality of
our model’s reconstruction. We consider two scenarios: first,
where real depth maps D̂k are available, and second, where
such information is unavailable. Assuming access to real depth
maps and using the rendered depth maps Dk, as defined in
2DGS [11], the optimization loss can be expressed as

Ldep(θ) =

MX
k=0




D̂k −Dk





1
. (1)

The availability of true depth maps is highly beneficial, as
they significantly improve reconstruction quality. However,
this approach is inherently limited by the lack of such data in
many sensor setups. To address this, some researchers propose
generating depth maps using neural networks like DAN 2.
While this method is promising, it presents a challenge: these
neural network-derived depth maps cannot provide accurate
metric depth information, making this an active area of re-
search. Consequently, in most cases, we only have access to
relative depth maps D̂k for a given scene.

To overcome this limitation, we propose aligning the relative
depth maps as closely as possible to the rendered depth maps
using an affine transformation. Specifically, given a rendered
depth map Dk and a neural network-generated depth map D̂k,
we estimate scalars αk and βk such that

αk, βk := arg min
α,β∈R




D̂k − αDk − β
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These parameters can be determined in closed form through
linear regression. With the estimated αk and βk, we refine the
depth loss function as follows:

Ldep(θ) =

MX
k=0




βk + αkDk − D̂k
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The final loss function is just the linear combination of all
the loss terms for 2DGS and these loss functions:

L(θ) = Lpht(θ) + Ldisp(θ) + Lnrml(θ) + Ldep(θ) (4)

B. Experiments

We conducted both quantitative and qualitative analyses
to evaluate our method. For testing, we used the NRGBD
dataset [14], a synthetic dataset with metric depth information,
and the DTU dataset [15], a standard benchmark for evaluating
3D Reconstruction. To test, we used some metrics to assess the
quality of the view interpolation. To compare two images, A
and B, we use the well-known Peak Signal-to-Noise Ratio
(PSNR). We will use the popular Chamfer Distance (CD)
to compare the geometry for the DTU scenes. The mesh is
extracted, as is done in [11]. The mesh is then extracted
using marching cubes [16]. For the NRGBD scenes, we will
use MSE (Mean squared error)) on the ground truth of the
depth maps. We will call this metric Depth MSE (DMSE). To
determine the quality of our method compared with the state-
of-the-art, we will compare ourselves with DN-Splatter [17]
that does reconstruction with depth supervision. However, we
will use supervision with a neural network on the DTU Dataset
for this case. To reconstruct the mesh from DN-SPlatter, we
use, as in 2DGS, the Open3D TSDF mesh extraction.

RGB RGB+Depth RGB+DAN2

Scene DMSE ↓ PSNR ↑ DMSE ↓ PSNR ↑ DMSE ↓ PSNR ↑

Whiteroom 0.1049 32.63 0.0076 32.25 0.1014 32.37
Thin Geometry 0.0716 35.71 0.0033 36.31 0.0852 35.43
Staircase 0.4378 34.65 0.0143 30.12 0.4757 30.54
Kitchen 0.9909 29.73 0.0682 29.20 0.5787 29.35
Green Room 0.2728 34.24 0.0075 34.18 0.2661 34.15
Morning Apartment 0.1678 33.05 0.0049 35.94 0.1688 33.32
Complete Kitchen 0.4193 28.44 0.0133 29.35 0.5050 28.03
Grey White Room 0.1600 34.84 0.0053 34.61 0.1828 34.42
Breakfast Room 0.2289 34.50 0.0049 35.34 0.2298 33.86

Mean 0.3171 29.78 0.0143 29.73 0.2882 29.15

TABLE I
Comparison of 2DGS on NRGBD [14], using RGB alone, RGB+GT depth,

and RGB+DAN2 supervision.

Our experiments showed that true metric depth informa-
tion significantly improved reconstruction quality. In contrast,
using depth maps generated by DAN2 led to only marginal
improvements. For instance, Table I compares the performance
of the original 2DGS with RGB-only input and the variants
incorporating ground-truth depth and DAN2-generated depth.
While the PSNR of rendered images did not show substantial
changes, the geometry quality, measured by the Chamfer
Distance (CD), improved dramatically when training with real-
depth information. With DAN2-generated depth, we observed
a slight improvement in CD. This behavior is also illustrated



in Figure 1, which shows the impact of depth supervision on
normal maps, highlighting the improved geometric accuracy.

Original 2DGS DAN2 Supervision (Ours)

Scan CD (#) PSNR (" ) CD (#) PSNR (" )

Scan40 0.5967 22.91 0.6291 25.69
Scan97 1.3536 26.47 1.2235 26.84
Scan106 0.8026 33.30 0.6732 33.69
Scan118 0.8347 33.11 0.7183 34.39
Scan110 1.6196 31.22 1.2961 32.04
Scan65 1.2246 29.62 1.0630 29.90
Scan24 0.7662 24.85 0.6582 26.43
Scan63 1.3686 29.95 1.3067 30.69
Scan83 1.2681 28.70 1.1981 28.86
Scan55 0.4614 28.18 0.4777 28.45
Scan114 0.5782 30.05 0.5608 30.31
Scan122 0.6158 34.55 0.5916 34.42
Scan69 0.9762 26.97 0.8686 27.19
Scan105 0.7402 28.84 0.6505 29.56
Scan37 1.0073 24.56 0.8730 24.91

Mean 0.9476 28.89 0.8480 29.56

TABLE II
Comparison of CD and PSNR with the updated Original 2DGS vs. DAN2

Supervision on the DTU dataset.

Fig. 1. Effect of depth supervision on geometry quality. The �gure shows
normal maps with and without true metric depth supervision. The original
DMSE on this scene was 0.2882, which decreased to 0.0075 with true depth
supervision and 0.2728 with DAN2 depth supervision.

For the DTU dataset, we found that incorporating DAN2-
generated depth improved both geometry and PSNR. Table II
summarizes these results. Qualitative improvements are evi-
dent in Figure 2, where the details of the skull's teeth are
better preserved with depth supervision, and in Figure 4,
where the normals of the scissors exhibit greater consistency.
Corresponding mesh comparisons in Figures 3 and 5 further
highlight these improvements. Notably, for the skull scene,
depth supervision helps maintain the gaps in the teeth, while
for the scissors scene, depth supervision eliminates artifacts
near the tip of the scissors.

The quantitative results for the NRGBD dataset (Table I)
show signi�cant improvements in CD when using ground-
truth depth and marginal gains when using DAN2 depth.
Similarly, for the DTU dataset (Table II), incorporating DAN2
depth yields consistent improvements in both CD and PSNR,
demonstrating its utility in enhancing geometry and rendering
quality, even when true metric depth is unavailable.

In general, we noticed a signi�cant improvement when we
used real depth and a shallow improvement if we used the
DAN2 supervision. We observe that DAN2 performs better

Fig. 2. Qualitative comparison on Scan 65 of the DTU dataset. The skull's
geometry is better de�ned, particularly in the teeth region. The CD on this
scene was 1.22 with DAN2 supervision and 1.06 without. While the PSNR
was 29.90 with DAN2 supervision and 29.62 without.

Fig. 3. Mesh comparison of the Scan 65 with and without depth supervision.
We can see an improvement in the teeth region.

Fig. 4. Qualitative comparison on Scan 37 of the DTU dataset. Normals
on the scissors exhibit greater consistency with depth supervision. The CD
on this scene was 0.87 with DAN2 supervision and 1.01 without. While the
PSNR was 24.91 with DAN2 supervision and 24.56 without.

on the DTU dataset, which we attribute to its closer alignment
with the training distribution and the relative simplicity of the
scenes, as they involve only a single object.

III. E XTRACTING A 3D INR FROM 2DGS

Given a set of extracted 2D Gaussians, we can derive a
mesh from them and subsequently use it to obtain an INR
that models the object of interest. Our approach combines a
geometry neural network based on a signed distance function



Fig. 5. Mesh comparison of the Scan 37 with and without depth supervision.
Depth supervision reduces artifacts near the tip of the scissors.

(SDF) with a texture neural network. For a more comprehen-
sive discussion on this topic, see [9].

We conduct our experiments using the framework intro-
duced by [18], hereafter referred to as i3D. For a detailed
explanation, we recommend consulting their paper, as it pro-
vides a comprehensive approach for training general SDFs.
Their method involves solving the Eikonal equation, with
boundary conditions—on both the gradients and the zero-level
set—aligned with the target mesh. This allows us to extract a
neural network that accurately represents the geometry of the
object.

In computer graphics, it is essential to consider not only the
geometry of a scene but also the texture of the objects being
represented. This section describes how we extract a texture
network based on the previously trained geometry network
f � . To achieve this, we adopt the setup proposed in MIP-
plicits [19], which introduces a representation that enables
learning attributes such as color after obtaining the SDFf � .
Speci�cally, we train a separate neural networkg� : R3 ! R3

that predicts the color at a queried 3D point.
We use a loss function to enforce these properties to

ensure smoothness and consistency of attributes within a� -
neighborhood of the surfaceS. Given an oriented point cloud
with colors ci 2 R3, represented asf p i ; N i ; ci gn

i =1 (points,
normals and colors), and a previously trained SDF network
f � encoding the surface, we train the texture networkg�

using two complementary loss terms:L col for learning the
colors, andL reg for regularization within the� -neighborhood
of the surface. The latter enforces color consistency in this
neighborhood and can be interpreted as a regularization mech-
anism, which ensures thatg� has only variation in a direction
orthogonal tof � :

L att(� ) :=
X

i

(g� (p i ) � ci )2

| {z }
L col

+
Z

j f � j� �

�
r f � � r g�

�
dp

| {z }
L reg

: (5)

Learning a good implicit representation can be useful for
applications where we can render an implicit function through
sphere tracing, as done in [19].

We use the DTU Dataset for the following experiments.
To obtain the mesh, we use marching cubes [16]. We will
use Chamfer Distance (CD) as an evaluation metric. We
run the experiments on the DTU dataset and follow the

same experiments outlined in 2DGS [11]. We also perform
processing on the mesh as done in [11]. We used a different
mesh in this experiment, letting it train longer and tuning some
of the loss functions compared with the previous chapter.

As seen in Figure 6, the network learned a representation
of the 3D objects. In this case, we can see the basic outline
of the objects and how both the functionf � managed to learn
the geometry and howg� managed to learn the colors.

Fig. 6. Textured meshes generated from MIP-plicits.

We can also see a comparison with the mesh extracted from
i3d from the original meshes extracted from 2DGS in Figure 7.
The advantage of extracting a neural SDF is that it can be
better suited for tasks such as Surface Evolution [12], in which
the continuous representation of the neural SDF is valuable. In
this image, we can see that the Neural SDF learns the geometry
from the object.

Fig. 7. Comparison between the marching cubes mesh and the output
from i3d. It is possible to observe that the INR mesh reproduced the geometry
of the original mesh.

IV. SEGMENTING THE 3D SCENE

In this section, we detail the creation of our segmented scene
representation, emphasizing how we separated the background
and foreground from a trained 2DGS model.

In our modeling, we rely on theN camera poses extracted
with COLMAP [20], speci�cally the camera positionsoi 2 R3

and orientationsR i 2 SO(3). Consider a scenario in which
the camera completes a360� rotation around an object of
interest, and assume that this object lies within a sphere en-
compassing all cameras. The central idea is to label everything



inside this sphere as foreground and everything outside it as
background. We aim to ensure that all cameras are contained
within a unit sphere centered at the mean of their positions.

We begin by normalizing the camera positions within a
unit sphere centered at the mean camera location. First, we
compute the mean camera position:

oµ :=
1

N

NX
i=1

oi. (6)

We then translate every camera by this mean o′
i := oi − oµ.

This translation places the origin at the mean of all camera
positions. Next, we determine the maximum distance from
the origin r := max



o′
i



. Finally, we rescale the camera
positions oi :=

1
r o

′
i. This procedure ensures that all cameras

lie within the unit sphere.
This segmentation strategy is consistent with [21] and was

recently introduced in [22]. We adapt it for Gaussian splatting
by labeling any Gaussian whose center is inside the unit sphere
as foreground and any Gaussian whose center lies outside the
unit sphere as background. An illustration is given in Figure 8.

�%�D�F�N�J�U�R�X�Q�G

�)�R�U�H�J�U�R�X�Q�G

Fig. 8. In this Figure, we can see the idea for our segmentation strategy. We
label the Gaussians inside the unit sphere as foreground and the Gaussians
outside it as background. The training cameras are all in the unit sphere, as
shown in this figure.

To our knowledge, there are no similar techniques sep-
arating background and foreground for Gaussian splatting.
Due to this and the general difficulty in doing quantitative
experiments, we focused on qualitative experiments. We used
the datasets from Mip-NeRF 360 [23] for the benchmark.

We conducted multiple experiments using our 2DGS-based
framework by segmenting scenes into foreground and back-
ground. As depicted in Figures 9–11, our modeling suc-
cessfully encloses the objects of interest within the unit
sphere while separating the background. For instance, Figure 9
demonstrates the inclusion of a tree trunk as part of the
foreground.

In scenarios where the object is distinguishable from its
surroundings (Figure 10), our approach effectively isolates the
object and reveals the background behind it. Meanwhile, in
outdoor scenes (Figure 11), the boundary of the unit sphere
becomes visible, demonstrating how our method separates the
object from its background. Specifically, Figure 11 highlights
how the unit sphere clips the background.

V. PROCESSING THE 3D SCENE

Now, we focus on the background of the extracted 2DGS
model and demonstrate how to obtain a compact yet accurate
background representation using equirectangular images. We

�ð�0�,�¼��� �¬� �,�q�e�,�r�S�¤�t���§�F�ñ�ô�î
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Fig. 9. Segmentation between background and foreground, effectively cap-
turing the tree trunk.

�ð�0�,�¼��� �¬� �,�q�e�,�r�S�¤�t���§�F�ñ�ô�î

�)�X�O�O���,�P�D�J�H �)�R�U�H�J�U�R�X�Q�G�%�D�F�N�J�U�R�X�Q�G

Fig. 10. Foreground and background segmentation, clearly isolating the object
of interest and revealing the space behind it.
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Full Image ForegroundBackground

Fig. 11. Foreground and background segmentation in an outdoor scene. The
boundary of the unit sphere is visible.

refer the reader to [24] for an introductory overview of this
topic.

Consider using 2D Gaussian splattings (2DGS) to extract
the background. However, because the “floor” in the 2DGS
surfels is not necessarily aligned with the xy-plane of the coor-
dinate system, the resulting background may appear distorted,
especially to users familiar with traditional equirectangular
images, as can be seen in Figure 12. Moreover, since the
region around the equator of an equirectangular image exhibits
the least distortion, the scene should be aligned as closely as
possible with the equator for easy visualization. The following
sections detail our method for correcting these surfels.

Fig. 12. Garden panorama without alignment correction. Interpreting the
scene is challenging without proper alignment.

We begin by translating the surfels using the Gaussian
centers in the foreground. Let Gb = {gi} denote the set of
Nb background surfels and Gf = {gi} denote the set of
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