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Abstract. As multicore HPC systems expose increasingly large degrees of paral-
lelism, using more hardware resources does not necessarily translate into more
useful scientific computation. Once application scalability saturates, activating
additional threads can provide little or no performance benefit while increas-
ing energy consumption and the carbon cost of computation. Therefore, under-
standing this trade-off is essential for improving resource efficiency and advanc-
ing sustainable HPC. In this paper, we quantify how thread-count tuning affects
performance and operational carbon emissions across 20 OpenMP applications
and five multicore CPU platforms spanning 16–128 hardware threads. A full
design-space exploration identifies performance-, carbon-, and joint-optimal
configurations. Relative to maximum-thread execution, performance-optimal
tuning improves geometric-mean runtime by up to 16.0%, while carbon-optimal
tuning reduces emissions by up to 27.8%. Scalability-limited workloads benefit
substantially more: sp.C reduces emissions by 69.5% on AMD128.

1. Introduction
High-performance computing (HPC) has traditionally treated shorter execution time as
the primary optimization objective. However, this view is increasingly incomplete as
the energy required to execute scientific workloads directly affects operating cost and,
depending on the electricity source, the operational carbon footprint of the computation.
Consequently, a faster execution policy is not necessarily more sustainable, and a policy
that activates more hardware resources is not necessarily more efficient.

Thread-level parallelism (TLP) is a representative example of this tension. The
default OpenMP execution policy exposes all available hardware threads to an appli-
cation. This policy is effective when additional threads continue to reduce execution
time, but many parallel workloads stop scaling before reaching the machine limit. Syn-
chronization, contention for shared caches and memory, off-chip bandwidth saturation,
and simultaneous multithreading (SMT) contention can cause additional threads to pro-
vide little performance benefit or even increase execution time [Suleman et al. 2008,
Subramanian et al. 2013, Raasch and Reinhardt 2003]. Those threads nevertheless keep
cores and shared resources active, increasing the energy spent to complete the workload.

Thread count is a particularly attractive sustainability control knob,
since it is software-defined, portable across multicore processors, and can be



changed without modifying the application algorithm or deploying specialized
power-management infrastructure. Previous work has used concurrency con-
trol to optimize performance, power, energy, or Energy-Delay Product (EDP)
[Suleman et al. 2008, Chadha et al. 2012, Marathe et al. 2015, Sensi et al. 2016,
Sridharan et al. 2014, Lorenzon et al. 2017, Lorenzon et al. 2018]. However, the oper-
ational carbon consequence of these scalability effects has received substantially less
attention, especially across processors with different core counts and when the electricity
carbon intensity is considered explicitly.

Given the aforementioned scenario, this paper continues the discussion done by
[Silveira and Lorenzon 2024] and asks a direct question: How much carbon and per-
formance are left on the table when an OpenMP application simply uses all hardware
threads? We answer it through a full thread-count design-space exploration of 20 appli-
cations on five multicore CPU platforms ranging from 16 to 128 hardware threads. For
every application–platform pair, we identify the configuration that minimizes execution
time, the one that minimizes operational carbon emissions, and a scale-independent con-
figuration that balances both objectives.

This extensive evaluation leads to three main findings. First, maximum-thread ex-
ecution is frequently suboptimal, and the optimization opportunity increases on the larger
platforms. At the geometric-mean level, performance-oriented tuning improves runtime
by up to 16.0%, whereas carbon-oriented tuning reduces emissions by up to 27.8%. Sec-
ond, the largest gains occur in scalability-limited applications: on AMD128, sp.C reduces
execution time by 67.3% and operational carbon emissions by 69.5% relative to the de-
fault execution. Third, hardware efficiency alone does not determine sustainability. Under
the electricity-mix scenarios evaluated in this work, the same execution can differ by up
to 37× in operational carbon emissions depending on location.

The main contribution of this work is thus an experimental characterization of
thread count as a carbon-efficiency mechanism for shared-memory HPC. Rather than
proposing a new runtime, we establish the optimization potential, identify the workload
behaviors that create it, and quantify how the resulting execution choices interact with
architecture and electricity carbon intensity. Overall, we provide the empirical basis for
future carbon-aware runtimes and schedulers that treat concurrency as an explicit opti-
mization dimension.

The remainder of this paper is organized as follows. Section 2 presents the back-
ground and related work on energy-efficient and carbon-aware HPC. Section 3 describes
the experimental platforms, workloads, measurement methodology, and optimization cri-
teria. Section 4 presents the evaluation of thread-count effects on performance, energy
consumption, and operational carbon emissions, including the multiobjective analysis and
the impact of regional carbon intensity. Finally, Section 5 summarizes the main findings
and discusses their implications for sustainable HPC.

2. Background and Related Work

2.1. Why More Threads Can Be Less Efficient

Increasing the number of active threads improves performance only while the application
can effectively use the additional parallel resources. Four mechanisms are particularly



relevant to the workloads evaluated in this paper. First, synchronization introduces se-
rialization and waiting: once the synchronization cost grows faster than the useful work
assigned to each thread, additional parallelism increases overhead [Suleman et al. 2008].
Second, threads that communicate through shared cache or memory compete for common
resources, increasing access latency. Third, memory-intensive applications can saturate
off-chip bandwidth; once saturated, additional threads increase activity without increasing
the data delivery rate. Finally, when SMT is used, threads sharing a physical core com-
pete for issue bandwidth, execution units, and other core resources, which can increase
imbalance and expose new critical threads [Raasch and Reinhardt 2003].

These effects explain why the thread count that minimizes execution time can be
lower than the hardware maximum, and why the energy-minimizing thread count can
be even lower. From a carbon perspective, operational emissions are proportional to the
energy consumed during execution and the carbon intensity of the supplied electricity.
We model operational carbon as

Cop = Eop × Igrid, (1)

where Eop is execution energy in kWh and Igrid is electricity carbon intensity
in gCO2/kWh. The analysis intentionally focuses on operational emissions. Embodied
emissions from hardware manufacturing, transportation, and end-of-life are outside the
scope because they are not affected by the per-run thread-count decision studied here
[Li et al. 2023, Kline et al. 2019, Gupta et al. 2022].

2.2. Concurrency, Energy, and Carbon-Aware Execution

Concurrency control has a long history as a performance- and energy-management tech-
nique. Feedback-Driven Threading adapts thread count according to synchronization
and bandwidth behavior [Suleman et al. 2008]; LIMO, Conductor, NORNIR, and Varuna
similarly control concurrency to improve execution efficiency [Chadha et al. 2012,
Marathe et al. 2015, Sensi et al. 2016, Sridharan et al. 2014]. PUPiL combines software
and hardware control under power constraints [Zhang and Hoffmann 2016], while other
work considers power-budget-aware scheduling [Etinski et al. 2010]. LAANT and Au-
rora are particularly close to the mechanism studied here: both tune OpenMP concur-
rency at runtime, but their objectives are performance/EDP rather than carbon emissions
[Lorenzon et al. 2017, Lorenzon et al. 2018].

More recent work broadens the optimization space through DVFS, power caps,
runtime parameters, and resource management policies [Navarro Muñoz et al. 2021,
Krzywaniak et al. 2022, Azhar et al. 2023, Cabrera et al. 2023, Chheda et al. 2024].
These studies underscore that execution configuration substantially affects energy effi-
ciency, but carbon is generally not the primary optimization target. In parallel, sus-
tainable computing research has developed methods to estimate the computational car-
bon footprint [Lannelongue et al. 2021] and carbon-aware scheduling policies that ex-
ploit spatial or temporal variation in electricity supply [Wang et al. 2018, Maji et al. 2023,
Zhou et al. 2013].

Our work connects these two lines of research. We do not treat carbon solely as a
transformed energy metric because the final environmental outcome also depends on the



Table 1. Target multicore platforms. C/T denotes physical cores/HW threads.
Platform Processor Microarch. C/T LLC Memory TDP

Intel16 Xeon E5-2620 v4 Broadwell 8/16 20 MB 256 GB 85 W
Intel40 Xeon E5-2650 Haswell 20/40 50 MB 128 GB 210 W
Intel48 Xeon Gold 5317 Ice Lake 24/48 36 MB 128 GB 300 W
Intel88 Xeon E5-2699 Broadwell 44/88 110 MB 256 GB 290 W
AMD128 EPYC 7763 Zen 3 64/128 256 MB 512 GB 280 W

provenance of electricity. Conversely, we do not treat location as the only carbon-aware
decision, because application scalability determines how much energy is required before
the grid mix is applied. Therefore, the evaluation isolates three interacting dimensions:
application behavior, multicore architecture, and electricity carbon intensity.

3. Experimental Methodology

3.1. Applications

We evaluate 20 C/C++ OpenMP applications from established benchmark suites and
scientific kernels. Eight applications come from Rodinia [Che et al. 2009]: BackProp-
agation (BP), Computational Fluid Dynamics (CFD), Hotspot (HS), Kmeans (KM),
Leukocyte Tracking (LE), LU Decomposition (LUD), Streamcluster (SC), and Speckle
Reducing Anisotropic Diffusion (SRAD). Six are from the NAS Parallel Bench-
marks [Bailey et al. 1995]: bt.C, cg.C, ft.C, mg.C, sp.C, and ua.C. The remaining
workloads are LULESH [Karlin et al. 2013], FFT [Brigham and Morrow 1967], HPCG
[Heroux et al. 2013], Jacobi (JA), Poisson (PO), and STREAM (ST).

The set spans distinct scalability behaviors. Prior characterization associates JA,
sp.C, and BP with synchronization overhead; SC, PO, mg.C, bt.C, and LUD with shared-
memory contention; FFT, ST, HPCG, LULESH, and LE with off-chip bandwidth pres-
sure; and HS, cg.C, ft.C, SRAD, CFD, and KM with SMT/resource contention effects
[Suleman et al. 2008, Subramanian et al. 2013, Raasch and Reinhardt 2003]. This diver-
sity is important because the benefit of thread-count tuning depends on the bottleneck that
prevents useful scaling.

3.2. Execution Environment

Table 1 summarizes the five multicore platforms. They cover 8–64 physical cores and
16–128 hardware threads, including Intel Broadwell, Haswell, and Ice Lake processors
and an AMD Zen 3 processor. All applications were compiled with GCC/G++ 12 using
-O3 and OpenMP 5.0. CPU frequency was managed by the Linux ondemand governor
throughout the campaign, so frequency selection remained dynamic while thread count
was the controlled variable.

For each application–platform pair, we sweep the OpenMP thread count from low
concurrency to the maximum number of hardware threads using the even-valued thread-
count sequence employed by the experimental campaign. The maximum-thread config-
uration is denoted Default. Each configuration is executed ten times. We report mean
execution time and mean operational carbon; the standard deviation was below 0.5% in
all measured configurations.



Energy is reported by the measurement mechanism available on the correspond-
ing experimental platform. The same measurement backend is kept fixed across all
thread configurations on a given platform, making the within-platform comparisons used
by the design-space exploration directly comparable. Operational carbon is then com-
puted using Eq. 1. The baseline experiments use 432 gCO2/kWh for Intel16/40/48/88
and 410 gCO2/kWh for AMD128, following the carbon-intensity values from the origi-
nal measurement campaign and obtained via CarbonTracker [Anthony et al. 2020]. Sec-
tion 4.3 replaces these values with region-specific intensities while holding execution en-
ergy constant.

3.3. Optimization Objectives

For each application and platform, the design space exploration (DSE) produces three
configurations. Opt-Perf is the thread count with minimum execution time; Opt-Carbon
is the thread count with minimum operational carbon; and Opt-Balance captures a com-
promise between the two objectives. To avoid a unit-dependent distance between seconds
and grams of CO2, time and carbon are independently min–max normalized within each
application–platform DSE:

T̂i =
Ti − Tmin

Tmax − Tmin

, Ĉi =
Ci − Cmin

Cmax − Cmin

. (2)

The balanced score is the Euclidean distance to the ideal point (0, 0),

Bi =

√
T̂ 2
i + Ĉ2

i , (3)

and Opt-Balance is the configuration with minimum Bi. This formulation
gives equal scale to both metrics while preserving the application-specific shape of the
performance–carbon trade-off.

4. Evaluation

4.1. Impact of Thread Count on Performance and Carbon

The first result is that the default maximum-thread policy is not a reliable optimum for
either metric. Table 2 reports the thread counts selected independently for performance
and carbon. The optimum is strongly application- and architecture-dependent, and the
two objectives often diverge. On Intel48, for example, the FFT achieves its best execu-
tion time with 38 threads but its lowest carbon footprint with only 2 threads. On Intel88,
PO, BP, FFT, and HPCG achieve their best performance with 20, 20, 14, and 16 threads,
respectively, despite 88 hardware threads being available. In contrast, cg.C and KM fre-
quently remain at or near maximum concurrency, showing that tuning is not universally
equivalent to reducing parallelism.

Across the 100 application–platform pairs, maximum-thread execution fails to
minimize runtime in 52 cases and fails to minimize operational carbon in 71. The carbon-
optimal thread count is lower than the performance-optimal count in 54 pairs, identical
in 45, and higher in only one. The trend becomes stronger as concurrency grows: on
AMD128, 16 of 20 workloads minimize carbon below the 128-thread default, and 15
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Figure 1. FFT execution time and operational carbon across thread counts. Mark-
ers identify the best configuration for each metric.

of 20 select fewer threads for carbon than for performance. Thus, carbon optimization
is not merely recovering the same scalability optimum; it shifts many workloads to-
ward a lower-concurrency operating point. This divergence is a direct consequence of
scalability. Figure 1 shows FFT on three architectures. Once memory-system pressure
limits useful scaling, increasing concurrency no longer reduces runtime proportionally,
while energy and carbon continue to accumulate. On Intel48, reducing concurrency from
the 48-thread default to the carbon-optimal two-thread configuration reduces carbon by
20.0%; the performance-optimal 38-thread configuration is only 3.2% faster than the de-
fault. The effect is even clearer on AMD128, where the FFT achieves its best runtime
with 12 threads and its best carbon result with 4 threads.

Table 3 summarizes the geometric-mean improvement relative to the maximum-
thread default. Performance-optimal tuning improves runtime by 3.2% on Intel16 but by
16.0% on AMD128. Carbon-optimal tuning reduces emissions by 6.5% on Intel16, 22.4%
on Intel88, and 27.8% on AMD128. The larger machines offer a broader concurrency
range, allowing applications to saturate shared resources before reaching the hardware
limit, increasing the opportunity to avoid unproductive activity. Application-level gains

Table 2. Thread counts selected by the DSE for minimum execution time (P) and
minimum operational carbon (C). The default is the maximum hardware thread
count for each platform.

Intel16 Intel40 Intel48 Intel88 AMD128
App. P C P C P C P C P C

bt.C 16 8 40 20 46 46 88 80 128 56
cg.C 16 16 40 40 24 24 88 88 128 128
ft.C 16 16 40 32 24 24 42 42 56 52
mg.C 8 4 20 20 24 24 42 42 12 12
sp.C 6 6 20 4 24 4 42 10 28 12
ua.C 16 16 40 40 48 48 88 88 56 128
PO 14 10 40 40 48 48 20 12 128 128
ST 12 10 40 40 48 48 88 88 128 56
FFT 8 6 12 12 38 2 14 6 12 4
HPCG 8 8 20 18 10 8 16 16 16 4
JA 8 6 20 10 24 8 88 14 48 12
LULESH 8 8 20 14 10 8 20 16 20 12
HS 14 14 40 34 48 30 88 74 56 44
LUD 16 16 40 20 36 34 88 78 128 28
SC 16 12 36 18 42 38 46 18 96 32
BP 16 16 30 8 44 44 20 20 124 116
CFD 16 16 40 38 48 48 88 72 128 112
KM 16 16 40 40 48 48 86 86 128 128
LE 16 16 40 36 48 42 60 50 56 40
SRAD 16 16 40 40 48 48 88 88 128 112



can be substantially larger than the platform geometric mean. On AMD128, sp.C reduces
runtime from 75.08 s to 24.55 s (67.3%) and carbon from 1.18 to 0.36 gCO2 (69.5%).
LULESH reduces carbon by 65.4% on Intel88 and 62.7% on Intel48. FFT reduces carbon
by 53.3% on AMD128 and 50.0% on Intel88. These workloads are precisely the cases in
which additional threads amplify synchronization or memory-system pressure rather than
useful throughput. Conversely, workloads such as cg.C and KM often select the default
concurrency, which indicates that the DSE does not yield when scaling remains effective.

4.2. Balancing Performance and Operational Carbon

Carbon-optimal configurations sometimes trade substantial runtime for a relatively small
additional emission reduction in emissions, while performance-optimal configurations
can incur energy overhead. Figure 2 exposes this trade-off at the platform level by ag-
gregating all applications with the geometric mean. Each orange point represents a tested
concurrency; the highlighted points indicate Default, Opt-Perf, Opt-Carbon, and Opt-
Balance.

Two patterns emerge. First, the balanced configuration is usually located much
closer to the performance and carbon optima than the default point. Second, the rela-
tive cost of pursuing the absolute carbon minimum is architecture-dependent. Intel40
is illustrative, since the carbon-optimal configuration lowers emissions but incurs a run-
time penalty relative to the default, whereas the balanced configuration retains most of
the carbon benefit with a much smaller performance cost. On Intel88 and AMD128, the
trade-off is more favorable because the default is inefficient enough that a single tuned
configuration can improve both metrics simultaneously.

Figure 3 normalizes the three optimized policies to Default and makes the cross-
platform behavior explicit. Opt-Perf is always the fastest policy, while Opt-Carbon consis-
tently produces the lowest emissions. Opt-Balance remains below the default carbon level
across all platforms and below the default runtime on four of the five platforms. This is an
important practical result, in which thread-count tuning does not require that sustainabil-
ity be treated as a pure performance sacrifice. In many cases, avoiding scalability-induced
waste simultaneously improves time-to-solution and operational emissions.

The application curves in Figure 4 show why the balanced point changes with
workload behavior. JA and SC on Intel88 reach minimum carbon well before their mini-
mum runtime; in both cases, the normalized balance therefore favors a lower thread count.
For sp.C and HS on AMD128, runtime falls rapidly before flattening, and the balance
shifts toward the performance optimum. The relevant decision is not simply use fewer

Table 3. Geometric-mean improvement over the maximum-thread default. Run-
time uses Opt-Perf ; carbon uses Opt-Carbon.

Platform Runtime reduction Carbon reduction

Intel16 3.2% 6.5%
Intel40 3.1% 7.5%
Intel48 7.5% 10.6%
Intel88 7.3% 22.4%
AMD128 16.0% 27.8%
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Figure 2. Platform-level performance–carbon trade-off across the explored
thread counts. Lower-left is better.

threads, but rather stop increasing concurrency when the marginal performance return
no longer compensates for the additional energy and carbon.

4.3. Impact of Electricity Mix on Carbon Footprint

While thread tuning changes how much energy a workload requires, electricity prove-
nance determines how much carbon is associated with that energy. To isolate this sec-
ond effect, we recompute the operational emissions of the Opt-Balance executions using
nine electricity carbon-intensity scenarios representative of regions hosting major HPC
facilities. Table 4 lists the values used in the analysis. The scenarios combine electrici-
tyMap and Ember data [Tomorrow 2024, Climate 2024] with statistics for North America
[IEA 2023, EIA 2023, IESO 2023], Brazil and France [ONS 2023, RTE 2023], and Italy
and the UK [Terna 2023, National Grid ESO 2023].

Figure 5 shows the resulting emissions for each architecture. The ranking of hard-
ware configurations does not change because execution time and energy are held fixed,
but the absolute environmental cost changes substantially. For Intel88, the same balanced
workload mix produces 0.108 gCO2 under the Switzerland scenario and 3.954 gCO2 un-
der the Japan scenario, a difference of approximately 37×. The result separates two
complementary optimization levels, in which local concurrency control reduces a job’s
energy demand, while carbon-aware placement reduces the carbon intensity associated
with that demand.

From a systems perspective, this suggests a two-stage policy for infrastructures
with placement flexibility. The runtime or node-level policy should first avoid waste-
ful concurrency for the selected architecture; the scheduler can then consider tem-
poral or spatial carbon intensity when deciding where or when to execute the job.
Prior work has demonstrated the potential of carbon-aware scheduling [Maji et al. 2023,
Zhou et al. 2013]; our results show that such policies should not assume that a job’s en-
ergy demand is fixed independently of its thread configuration.
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4.4. Implications and Limitations
Three implications follow from the experiments. First, thread count should be treated
as an execution parameter rather than a constant derived from machine size. The de-
fault is particularly risky on high-core-count processors, where the gap between useful
application parallelism and available hardware parallelism can be large. Second, the bot-
tleneck class provides a useful qualitative signal, where synchronization- and memory-
limited workloads expose the largest optimization headroom, whereas well-scaling com-
pute workloads often remain close to maximum concurrency. Third, a thread config-
uration determines energy demand, but final operational emissions also depend on the
electricity mix.

Moreover, we identify four main limitations in our study. The carbon analysis
covers only operational emissions and does not account for embodied hardware emis-
sions. However, it is very hard to account for all embodied hardware emissions, which
is a natural extension of this paper. The regional experiment is a scenario analysis based
on fixed carbon-intensity values rather than a time-varying trace. The evaluated systems
are CPU-based shared-memory platforms, so the conclusions should not be extrapolated
directly to accelerator-dominated workloads. Finally, the DSE is offline and exhaustive;
a production system would need to predict or learn the useful thread count with substan-
tially fewer exploratory executions. These limitations do not affect the main comparison
between maximum-thread execution and tuned execution, but they define the scope for
runtime and scheduler-level extensions.

5. Concluding Remarks and Future Work
As HPC systems continue to increase in core count, power density, and architectural com-
plexity, improving sustainability requires more than deploying energy-efficient processors

Table 4. Electricity carbon-intensity scenarios used for the location analysis.
Region gCO2/kWh Region gCO2/kWh

Switzerland 13 UK 200
Brazil 46 Italy 257
France 56 Germany 371
Canada 110 Japan 476
USA (TN) 124
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Figure 4. Representative application-level trade-offs. The annotated Opt-Balance
point varies with the shapes of the runtime and carbon curves.

or operating systems in regions with cleaner electricity. It also requires ensuring that al-
located computing resources are effectively converted into useful scientific progress. In
this context, maximizing resource occupancy is not necessarily equivalent to maximizing
efficiency. A system may activate more hardware threads while delivering little or no
additional performance, thereby increasing energy consumption and operational carbon
without increasing useful computation. Sustainable HPC must consider not only peak
performance, but also how much scientific work is delivered per unit of energy, i.e., its
effective science per watt.

Our results provide quantitative evidence that thread count is an important control
dimension in this problem. Across 20 OpenMP workloads and five multicore processors,
using all available hardware threads is frequently neither the fastest nor the most carbon-
efficient configuration. Performance-oriented tuning improves geometric-mean runtime
by up to 16.0%, while carbon-oriented tuning reduces geometric-mean operational emis-
sions by up to 27.8%. For scalability-limited workloads, the effect is substantially larger.
sp.C reduces runtime by 67.3% and operational carbon by 69.5% on AMD128. The mul-
tiobjective analysis further shows that performance and sustainability are often aligned,
demonstrating that reducing resource overprovisioning can simultaneously shorten exe-
cution time and decrease environmental cost.

This observation is particularly relevant as modern HPC processors expose an
increasing number of cores and hardware threads. Under these conditions, inefficient par-
allel scaling becomes not only a performance problem but also an energy-efficiency prob-
lem. Allocating additional execution resources beyond an application’s effective scal-
ability can reduce the useful work obtained per watt consumed. Conversely, selecting
an appropriate concurrency level can improve resource utilization and increase scientific
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Figure 5. Operational carbon of Opt-Balance under different electricity carbon-
intensity scenarios.

throughput per unit of energy without requiring changes to the application algorithm or
underlying hardware. The regional analysis also demonstrates that execution efficiency
represents only one layer of the sustainability problem. Once workload behavior and ar-
chitecture determine energy consumption, the electricity mix can change the associated
operational carbon emissions by up to 37× across the evaluated scenarios. Improving the
sustainability of HPC requires coordinated decisions across multiple levels: application-
level concurrency, architecture and resource selection, system scheduling, and the carbon
intensity of the electricity supplying the computation.

Future work will extend this perspective beyond thread-count selection by jointly
exploring concurrency and dynamic voltage and frequency scaling (DVFS), enabling run-
time systems to adapt both the amount of active parallelism and the processor’s oper-
ating point to workload behavior. We also plan to incorporate heterogeneous resource
selection and time- and location-dependent carbon-intensity signals into this optimization
process. More broadly, future analyses should move beyond operational emissions and
account for the embodied carbon associated with manufacturing, provisioning, and amor-
tizing computing infrastructure. This is particularly relevant when comparing resource
configurations with different processor generations, node counts, utilization levels, and
hardware lifetimes, since minimizing the carbon emitted during execution does not nec-
essarily minimize the total life-cycle carbon cost of computation. Combining operational
and embodied carbon with performance and energy metrics can enable a more complete
notion of science per watt and, ultimately, science per unit of life-cycle carbon, providing
a foundation for runtime and scheduling policies that maximize scientific output under
explicit energy, power, and environmental constraints.
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