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Abstract. The continuous expansion of computational power in High-
Performance Computing (HPC) systems has not been accompanied by a propor-
tional increase in the scalability of general parallel applications. Traditional
profiling tools provide detailed diagnostics for individual executions but often
generate large trace volumes and require substantial manual effort when scal-
ability must be evaluated across multiple configurations. To address this gap,
this work extends the Parallel Scalability Suite to natively support distributed-
memory applications. The proposed architecture adopts the Sidecar pattern
to decouple metric management from the main execution flow, using Unix Do-
main Sockets for low-latency local communication and deferring transmission
to a central Orchestrator until application completion. The solution was eval-
uated using dense matrix multiplication and the miniFE finite element mini-
application under multiple scalability configurations. Results show low mea-
surement intrusion while preserving the scalability trends observed through con-
ventional analysis.

1. Introduction

The computational capacity of High-Performance Computing (HPC) systems continues
to increase; however, outside highly optimized numerical kernels such as dense linear
algebra, there is no strictly proportional increment in the scalability of general parallel
applications. Developing software capable of efficiently exploiting these computational
resources in large-scale environments is essential, which drives the research potential in
this area [Weber et al. 2019] [Islam et al. 2019].

Existing profiling and visualization tools play a key role in HPC by enabling devel-
opers to understand application behavior and identify bottlenecks that compromise code
efficiency [Adhianto et al. 2024, Zhukov and Wylie 2014, Knüpfer et al. 2012]. Tradi-
tionally, however, these tools are primarily designed for in-depth diagnostics of individual
executions. Although such approaches provide detailed information at the microarchitec-
tural and interprocess levels, exhaustive trace and event generation may result in large
volumes of data and complicate the extraction of global performance trends.



Scalability analysis instead requires comparing and synthesizing performance
data across multiple input sizes and computational resource configurations [Pacheco
2021, Bergel et al. 2019, da Silva et al. 2019]. Because most profiling tools focus on
single-run diagnostics, developers often need to manually structure and manage multiple
experiments to infer such trends from raw data [Thärigen et al. 2021]. To address this
operational gap, the Parallel Scalability (PaScal) Suite [Silva et al. 2025] was developed
to automate multi-execution measurement and visual analysis.

The original architecture of the PaScal Suite was restricted to shared-memory ap-
plications. As the main contribution of this work, we extend PaScal to natively support
distributed-memory applications. The developed solution adopts a Sidecar-based archi-
tecture [Huf and Siqueira 2019] that decouples metric management from the application
execution flow and enables automated orchestration of multiple experiments with low
runtime intrusion. The framework, publicly available at the official PaScal repository1,
is evaluated using both a dense matrix multiplication benchmark and the open-source
miniFE finite element mini-application.

The remainder of this paper is organized as follows: Section 2 presents the theoret-
ical background, while Section 3 contextualizes the related work; Section 4 describes the
proposed architecture; Section 5 evaluates its runtime intrusion and scalability analysis
capabilities; and Section 6 summarizes the main conclusions and future directions.

2. Background
This section outlines the core concepts and architectural foundations required to under-
stand the proposed extension. It addresses parallel programming models, scalability as-
sessment metrics, the original PaScal Suite ecosystem, and the principles behind the Side-
car pattern.

2.1. Scalability Assessment Metrics
Evaluating parallel performance relies on Speedup (S = Tserial/Tparallel) and Parallel Ef-
ficiency (E = S/p, where p represents the processor count) [Pacheco 2021]. Scalability
reflects an application’s ability to maintain efficiency as computational resources scale:
strong scalability measures efficiency retention when increasing p for a fixed problem
size, whereas weak scalability evaluates efficiency when scaling problem size proportion-
ally with p.

2.2. PaScal Suite
PaScal Suite is an integrated set of tools designed to automate measurement, data collec-
tion, and visualization of scalability trends in parallel applications [Silva et al. 2025]. Its
workflow allows users to evaluate multiple combinations of input sizes and processing
units while maintaining low measurement overhead. The suite consists primarily of the
PaScal Analyzer [da Silva et al. 2022] and PaScal Viewer [da Silva et al. 2019].

PaScal Analyzer automates application execution, instrumentation, and timing
metric collection. In its original implementation, it supports shared-memory C/C++ pro-
grams based on OpenMP or POSIX Threads. Instrumentation can be performed automat-
ically by intercepting parallel runtime calls through a preloaded library or manually using

1https://gitlab.com/lappsufrn/pascal-releases
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paired pascal start(id) and pascal stop(id) markers, where static integer
IDs delimit named regions of interest across single or iterative invocations.

PaScal Viewer [da Silva et al. 2019] translates data collected by PaScal Analyzer
into graphical representations of scalability. Its color-map-based visualization allows de-
velopers to identify efficiency patterns across workloads and processing configurations
and supports hierarchical analysis of monitored application regions.

2.3. Sidecar Pattern
Sidecar pattern is a software engineering abstraction focused on the design of distributed
and concurrent systems, defining a topology in which an auxiliary process runs co-located
and coupled to the lifecycle of a main application. The fundamental goal of this pattern
is the separation of concerns, isolating cross-cutting concerns from the system’s central
computational logic [Burns and Oppenheimer 2016]. By operating on the same compu-
tational node, the auxiliary process shares the local execution domain but maintains an
independent address space, inspecting and extending the system’s behavior in a modular
manner.

Although widely adopted in cloud-based microservices architectures, Sidecar’s
principles of task isolation and local communication align perfectly with the rigorous re-
quirements of HPC. In MPI-based environments, traditional profiling and tracing mech-
anisms introduce severe runtime intrusions, leading to I/O over-billing that distorts scal-
ability results [Xuan et al. 2025]. The conceptual transposition of Sidecar to the HPC
ecosystem allows the entire burden of management, temporary persistence, and handling
of performance metrics to be delegated to a secondary process, underpinning the archi-
tecture proposed in this work and detailed in Section 4.

3. Related Work
Performance analysis in HPC has traditionally relied on tools designed for detailed diag-
nostics of individual executions. HPCToolkit [Adhianto et al. 2010,Adhianto et al. 2024]
uses asynchronous sampling of optimized binaries, while instrumentation-based ecosys-
tems such as Scalasca [Zhukov and Wylie 2014] and Score-P [Knüpfer et al. 2012] col-
lect execution information for MPI and OpenMP applications. Paraver [Jost et al. 2004],
Vampir [Nagel et al. 1996], and TAU [Shende and Malony 2006, Huck et al. 2025] simi-
larly provide detailed measurement and visualization infrastructures. Although these ap-
proaches offer substantial diagnostic detail, extensive trace generation can produce large
data volumes and impose significant I/O requirements.

Recent approaches have therefore focused on reducing data volume and automat-
ing performance interpretation. Caliper [Boehme et al. 2016] associates semantic an-
notations with runtime performance metrics, while TinyProf [Fan et al. 2024] employs
in-memory structures and specialized I/O strategies to generate compact profiles. Scal-
able visualization techniques have also been explored, including the scatter-plot approach
proposed by Muelder et al. [Muelder et al. 2009] for identifying communication patterns
in large-scale executions.

Other works seek to automate scalability diagnosis, statistical validation, or pre-
diction. Touati et al. [Touati et al. 2013] formalize median-based statistical methodolo-
gies for speedup evaluation across repeated runs, SCALANA [Jin et al. 2025] combines



static program information with lightweight dynamic profiling to identify performance
bottlenecks, whereas Calotoiu et al. [Calotoiu et al. 2013] derive empirical models from
performance measurements to predict scalability behavior.

These approaches address detailed diagnosis, data reduction, visualization, or
scalability modeling. However, scalability assessment in practical HPC development still
requires orchestrating multiple executions across different problem sizes and resource
configurations. The PaScal Suite was designed specifically to automate this workflow,
but its original implementation was restricted to shared-memory applications. The exten-
sion presented here expands the PaScal Analyzer to natively support distributed-memory
MPI applications.

4. Low-intrusion Sidecar-based MPI Profiling for PaScal Suite
The architecture developed in this work extends the PaScal Suite ecosystem to natively
support MPI-based distributed memory environments. Aiming to reduce temporal in-
trusion during data collection, the infrastructure was completely restructured using an
in-memory aggregation and deferred transmission strategy based on the Sidecar architec-
tural pattern.

The operational workflow is illustrated in Fig. 1. A wrapper script launches both
the target MPI application and the associated PaScal Sidecar daemon. One Sidecar in-
stance is created per physical compute node, establishing a many-to-one topology in
which all MPI ranks executing locally transmit their metrics to the same auxiliary pro-
cess.

During application execution, the PaScal Analyzer library intercepts and extracts
metadata only at the boundaries of configured regions rather than recording exhaustive
MPI event traces. Instead of immediately writing these records to disk or transmitting
them through the cluster network, the library communicates locally with the Sidecar us-
ing Unix Domain Sockets. Because each message carries only compact binary metadata
(region ID, rank, thread ID, and start/stop timestamps—tens of bytes per region invoca-
tion), the Sidecar temporarily stores the received data in memory with a minimal local
RAM footprint of a few kilobytes or megabytes.

To handle concurrent MPI ranks, the Sidecar uses a thread-pool architecture and
centralized buffering. Incoming connections are managed through the Unix Domain
Socket queue, while individual data streams are processed concurrently. Access to the
shared buffer is synchronized and data are consolidated into batches before final trans-
mission.

Only after the parallel application completes does each node-level Sidecar dae-
mon flush and transmit its consolidated buffer over the network via dynamic TCP/IP
sockets to the central PaScal Analyzer Orchestrator. To avoid network bottlenecks and
handle simultaneous incoming connections from all distributed compute nodes, the Or-
chestrator instantiates a concurrent thread pool. Each incoming stream is managed by
an asynchronous worker thread that deserializes raw binary records back into high-level
measurement structures, preserving metadata such as region identifiers, process ranks,
thread IDs, and high-resolution start and stop timestamps.

As these streams arrive, the Orchestrator routes the records to an in-memory ag-



Cluster Node NWrapper 

script
Init ializes

PaScal 

Sidecar

(Daemon 

Process)

Co-allocates 

(background)

Sends Capture

PaScal 

Analyzer 

Orchestrator

Postponed

 Trace Transmission

(TCP/IP)

Launch

Unix Domain Sockets

(Local IPC)

Target MPI

Application

data.json

PaScal 

Viewer

(Web UI)

Consumes

Single 
instance 

dynamically 
allocated to 
an arbitrary 

node k

Cluster Node i (i   ? {1, ...,N})

Figure 1. Architecture of the PaScal Analyzer extension using the Sidecar pattern
in a distributed-memory HPC cluster, illustrating local node telemetry and
the centralized orchestrator dynamic allocation.

gregation engine to consolidate metrics across all executing processes. The aggregation
mechanism first performs region-wise grouping, unifying all discrete measurements that
share identical hierarchical markers into a single internal structure. Next, the engine ex-
tracts the global temporal boundaries across participating ranks by determining the ear-
liest initiation timestamp among all processes (min(tstart)) and the slowest completion
timestamp (max(tstop)), which captures the global execution span and reflects synchro-
nization delays or load imbalances. Concurrently, the total active time across ranks is
iteratively accumulated (

∑︁
∆t) alongside the sample count, providing the statistical ba-

sis required to compute aggregate means and deviations. Finally, this unified in-memory
representation is formatted and emitted into the structured data.json file consumed by
the PaScal Viewer.

PaScal Viewer was also extended to complement changes introduced in PaS-
cal Analyzer and to process results from shared-memory and distributed-memory ap-
plications in an integrated manner. PaScal Viewer interprets the parallel configurations
recorded in the output file and associates each measurement with its workload, monitored
region, and amount of parallel resources. Measurements are then organized into matrices
relating workloads to parallel configurations, while repeated executions of the same con-
figuration are aggregated using the median to reduce the influence of occasional runtime
variations [Touati et al. 2013].

From these matrices, PaScal Viewer computes and presents execution time,



speedup, parallel efficiency, scalability, speedup loss, load imbalance, and energy-related
metrics. The resulting heatmaps relate workloads to the corresponding parallel config-
urations, allowing performance trends and bottlenecks to be identified across different
resource levels.

Therefore, PaScal Analyzer and PaScal Viewer extensions address complemen-
tary stages of PaScal Suite’s workflow. PaScal Analyzer collects and consolidates mea-
surements from executions with different memory organizations, whereas PaScal Viewer
interprets these measurements and produces visualizations compatible with the corre-
sponding parallel configurations. This integration preserves analysis by region, work-
load, and resource configuration while enabling comparisons across shared-memory and
distributed-memory scenarios.

5. Experiments, Results, and Discussion

This section describes the experimental environment and target applications and evaluates
the runtime intrusion and scalability analysis capabilities of the proposed extension.

All experiments were conducted at the High-Performance Computing Center
(NPAD) of the Federal University of Rio Grande do Norte (UFRN), using 8 homoge-
neous compute nodes (the maximum dedicated allocation per user queue to guarantee
isolated nodes and network paths across repeated trials). Each node contains two Intel
Xeon Sixteen-Core E5-2698v3 processors (dual-socket) and 128 GB of DDR4 RAM at
2133 MHz. The environment uses Linux, GCC 8.3.0, and OpenMPI 4.1.1. The MPI ranks
were distributed across up to 8 physical compute nodes using a mapping of 2 processes per
node (one rank per physical CPU socket/NUMA domain) to prevent intra-socket memory
bandwidth contention and force inter-node network communication starting at 4 ranks,
directly stressing the distributed Sidecar and TCP/IP Orchestrator architecture.

As a benchmark application to validate the framework, we used a dense matrix
multiplication algorithm (C = A × B) parallelized via MPI. The algorithm employs a
row-block data decomposition strategy, distributing the computational load evenly among
processes through collective communication routines. To maximize performance and mit-
igate spurious implementation noise, the code was optimized using cache-referenced lo-
cality (I − K − J), restrict qualifiers for explicit vectorization, and strict 64-byte
memory alignment. Matrix dimensions (4096, 5792, 8192, and 16384) were selected in
geometric progression to scale the computational workload across process configurations.

Figure 2 shows the application’s abstract structure and the mapping of the three
regions of interest monitored by the PaScal Analyzer. The baseline scenario consists of
exactly this same logical structure, but without the pascal * directives.



Start_MPI();
Allocate_64-Byte_Aligned_Memory();
Synchronize_Ranks(); // MPI_Barrier
pascal_start(0); // Total Execution Time
MPI_Bcast(Matrix_B);
MPI_Scatter(Matrix_A, Local_Submatrix_A);
Synchronize_Ranks();
pascal_start(1); // Pure Computation
Multiply_Cache-Friendly_Submatrices();
pascal_stop(1);
Synchronize_Ranks();
pascal_start(2); // Result Collection
MPI_Gather(Local_Submatrix_C, Total_Matrix_C);
pascal_stop(2);
Synchronize_Ranks();
pascal_stop(0);
Finish_MPI();

Figure 2. Logical flow of the matrix multiplication application and insertion points
for PaScal Suite analyzer.

To demonstrate the tool’s applicability in more complex, unstructured scientific
workloads, we also evaluated miniFE [Heroux et al. 2009], an open-source proxy appli-
cation from the Sandia Mantevo benchmark suite that approximates the performance of
unstructured implicit finite element codes. miniFE solves a sparse linear system using
the Conjugate Gradient (CG) algorithm across four cubic 3D meshes selected in geomet-
ric progression (1283, 2033, 2563, and 3223, corresponding to ≈ 2.1M, 8.4M, 16.8M, and
33.4M elements, i.e., 1×, 4×, 8×, and 16× workload scaling). The instrumentation was
configured to monitor two primary regions: Region 1 for the Setup and Assembly phase
(which includes unstructured mesh generation, matrix initialization, and global boundary
exchanges), and Region 2 for the CG Solver phase (which dominates computational time
through sparse matrix-vector multiplications with point-to-point halo exchanges, vector
updates, and MPI Allreduce dot products).

5.1. Intrusion Assessment

To assess the temporal intrusion of PaScal Analyzer, runtime overhead experiments were
conducted by executing the target applications across four problem sizes and process
counts varying from 1 to 16. The primary objective is to quantify the overhead introduced
by the sidecar monitoring architecture compared to the native, uninstrumented baseline.

Figure 3a presents the relative overhead of the PaScal suite when profiling the
Matrix Multiplication benchmark across 10 samples for each matrix size configuration
(4096, 5792, 8192, and 16384) and number of ranks. The baseline scenario maps the
native execution purely in MPI without any instrumentation or modification, whereas the
instrumented scenario reflects the application transparently monitored by the developed
extension.

As seen in the empirical results, the overhead generated by the tool remained con-
sistently below 1% in practically all tested configurations, demonstrating excellent stabil-
ity even with the substantial growth in data volume and communication infrastructure. In
certain scenarios, the execution time of the instrumented code recorded values marginally
lower than the baseline, falling within the dynamic noise of the execution environment
and effectively characterizing a zero intrusion impact.



A similar evaluation was conducted for the miniFE benchmark, as shown in Figure
3b. The execution time measurements for both pure (baseline) and PaScal-instrumented
executions were obtained from the total execution time reported by miniFE’s YAML out-
puts. For most grid sizes and evaluated process counts, the overhead introduced by PaScal
remained below 2.6%. Small overhead peaks occurred for the smaller grid size (1283) at
parallelism levels of 8 and 16 processes, reaching a maximum overhead of 4.84%. This
occurs because the absolute execution time per rank on the 1283 grid at 8 and 16 pro-
cesses becomes very short (< 2 s), causing the fixed local socket initialization/teardown
latency and MPI synchronization jitter to represent a slightly larger relative fraction of
total runtime. These results demonstrate the decoupling of the instrumentation workload
provided by the PaScal Analyzer sidecar model, allowing the analysis of iterative solvers
with unstructured memory access patterns.

The analysis indicates that the relative standard deviation remained below 1% of
execution time across most scenarios. Minor variations of up to 2.5% in specific cases are
attributed to routine HPC background noise and network contention. Overall, these results
confirm that the low overhead levels measured are consistent and statistically reliable.
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Figure 3. Relative execution overhead introduced by the PaScal analyzer com-
pared to the pure baseline for (a) Matrix Multiplication and (b) miniFE
benchmarks.

5.2. Dense Matrix Multiplication Scalability Analysis
Using the application illustrated in Figure 2 and under the same experimental configura-
tion adopted in previous tests, scalability and profiling tests were conducted comparing
the native execution and the execution instrumented with the PaScal Suite. For the manual
approach, the execution times of each delimited region were obtained through direct calls
to the MPI Wtime() function.

Figure 4 presents the total execution time (average of 10 samples) for the native
application, varying the number of MPI processes from 1 to 16 under different matrix
dimensions. It is evident that, in all scenarios evaluated, the pure computation time ac-
counts for the vast majority of the total time (Ttotal). Although the visualization shows
a significant reduction in overall time as the number of ranks increases, the communi-
cation component remains negligible, demonstrating the solution’s low communication
overhead.

Based on the execution times collected separately for each region and the total ex-
ecution time, the speedup and parallel efficiency were calculated for each process configu-
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Figure 4. Breakdown of total execution time by number of MPI ranks for the native
application. Each data point represents the average of 10 samples.

ration, as explained in Section 2.1. In this setup, Region 1 corresponds to pure local com-
putation (Multiply Cache-Friendly Submatrices), whereas Region 2 moni-
tors the result gathering phase via MPI Gather. To analyze isolated code blocks, the
PaScal Suite evaluates regional scaling by taking the single-rank execution time (p = 1)
of each block as its reference baseline.

Figure 5 illustrates the resulting speedup curves. Both the total speedup and
Region 1 increase proportionally to the number of allocated processes, exhibiting near-
linear behavior. Conversely, Region 2 shows negligible speedup across all configurations;
because collective communication incurs increasing network synchronization and data
transfer overhead as more processes are added, its execution time does not decrease com-
pared to the single-rank baseline.
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Figure 5. Total speedup curves for the computation region (Region 1) and the
communication region (Region 2).

In addition, parallel efficiency was extracted for each region and process configu-
ration, as shown in Figure 6. Starting at 4 processes, the application maintains an overall
efficiency and an efficiency for Region 1 above 100%, confirming that the computational
kernel exhibits strong scalability. In contrast, Region 2 exhibits a severe drop in efficiency
starting as early as 2 processes, reflecting the network bottleneck.

Using the same application and the same hardware parameters and problem sizes,
the experiment was conducted under the orchestration of the PaScal Suite. To automate
the management, execution, and collection of the multiple rounds, the PaScal Analyzer
module was used via the following terminal command:

pascalanalyzer "main" \
--ranks 1,2,4,8,16 \
-r 10 \
-i 4096,5792,8192,16384 \
-t man \
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Figure 6. Parallel efficiency analysis highlighting the linear behavior in the com-
putational phase and the bottleneck in communication.

--mpi mpirun \
-o output_pascal.json

In the command mentioned above, the --ranks parameter defines the list of
processes that will be varied with each run, -r specifies the number of repetitions per
configuration for statistical analysis, and -t man indicates that the source code was in-
strumented manually. Finally, the argument --mpi mpirun specifies the MPI environ-
ment launcher, and -o maps the structured output file to be generated.

After automated execution via Analyzer, the output file output pascal.json
was submitted directly to PaScal Viewer for the generation and analysis of performance
visualizations, the graphical results of which are shown in Figure 7.
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Figure 7. Parallel efficiency graphs generated by the PaScal Viewer interface.
The horizontal axis represents the problem sizes, while the vertical axis
represents the number of MPI processes.

The comparative analysis reveals that the results observed through the PaScal
Viewer’s automatic visualizations lead to exactly the same analytical conclusions as those
obtained through the exhaustive process of manual calculation and plotting. The Viewer
employs color maps where darker regions represent higher efficiency. It accurately high-
lights the linear efficiency behavior in Region 1 (Fig. 7b) and the critical performance
decay in Region 2 (Fig. 7c) as the number of processes scales. This convergence of data
validates the accuracy of the PaScal Suite’s distributed memory extension, demonstrating
that the tool is capable of abstracting the complexity of post-processing voluminous logs
and providing immediate visual diagnostics without introducing statistical overhead that
distorts the actual behavior of the application under test.



5.3. miniFE Scalability Analysis
To further evaluate the framework under more challenging, communication-bound con-
ditions, we extended our analysis to the miniFE benchmark. Similar to the methodology
applied previously, baseline scalability metrics were gathered manually and later cross-
referenced with the output automatically produced by the PaScal Viewer.

Figure 8 presents the stacked execution time decomposition across the evaluated
scenarios. It highlights that as the problem size scales, the time spent in the Setup and As-
sembly phase (Region 1) becomes increasingly significant, especially for higher numbers
of processors where the computational burden of the CG Solver drops due to distribution.
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Figure 8. Breakdown of total execution time by number of MPI ranks for the
miniFE application across different mesh sizes.

The speedup and parallel efficiency curves, shown in Figures 9 and 10 respec-
tively, demonstrate distinct behaviors for each monitored region. While the CG Solver
(Region 2) exhibits nearly ideal linear speedup across most configurations, the Setup and
Assembly phase (Region 1) introduces a stark scalability bottleneck, severely degrading
the overall efficiency as rank count increases.
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Figure 9. Total speedup curves for the Setup and Assembly phase (Region 1) and
the CG Solver phase (Region 2) in miniFE.
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Figure 10. Parallel efficiency analysis highlighting the distinct scalability trends
of the two primary regions in miniFE.

To validate the results generated by the tool, the Analyzer’s output was fed into
PaScal Viewer to construct the heatmaps shown in Figure 11. In these maps, the vertical



axis represents the scale of MPI processes, while the horizontal axis maps the evaluated
input mesh sizes: i1 (128× 128× 128), i2 (203× 203× 203), i3 (256× 256× 256), and
i4 (322× 322× 322), where sequential labels i1–i4 compactly represent multi-parameter
command-line inputs (-nx -ny -nz).
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Figure 11. Automatic parallel efficiency heatmaps generated by PaScal Viewer
for the miniFE benchmark. The linear scalability of the Solver phase (c)
starkly contrasts with the severe bottleneck observed in the Setup phase
(b).

A direct comparison between the visualization generated by PaScal and the base-
line experiment metrics confirms the correspondence between the methods. In the overall
execution (Figure 11a), the heatmap transitions gradually from dark to lighter shades as
the number of processes increases, reflecting the decline in the total efficiency curve ob-
served in Figure 10. For Region 1 (Figure 11b), a predominance of light colored cells is
observed starting at 4 MPI processes becoming more pronounced with 8 and 16 processes
across all mesh dimensions which reproduces the sharp drop recorded in the manual effi-
ciency curves and visually identifies the Setup and Assembly phase as the scalability bot-
tleneck. In contrast, Region 2 (Figure 11c) maintains a dark, homogeneous color pattern
across virtually the entire test matrix, directly corresponding to the high, stable efficiency
curves obtained manually for the CG Solver.

The consolidated results confirm that the extension of the PaScal Suite to dis-
tributed memory environments preserves the original execution characteristics of the soft-
ware when evaluated under different configuration schemes.

6. Conclusion
This work presented an architectural extension of the PaScal Suite to natively support
distributed-memory parallel applications based on MPI. By leveraging the Sidecar pat-
tern, the framework decouples performance metric collection from the primary execution
path. Using local Unix Domain Sockets for lightweight inter-process communication and
deferring TCP/IP data aggregation until application termination, the solution eliminates
runtime I/O contention and heavy trace handling typically associated with distributed pro-
filing tools.

Empirical evaluations conducted on an 8-node HPC cluster with both a dense
matrix multiplication kernel and the unstructured miniFE benchmark demonstrated the
framework’s effectiveness and low measurement intrusion. Runtime overhead remained
consistently below 1% for dense matrix multiplication and below 2.6% for most miniFE



configurations. Furthermore, the automated heatmaps produced by the PaScal Viewer
faithfully reproduced the scalability trends and bottleneck diagnoses obtained via manual,
exhaustive profiling.

As future work, in addition to evaluating the ecosystem with a broader and more
diverse range of HPC applications we plan to analyze the memory consumption of the
PaScal Sidecar implementation itself. Furthermore, we intend to demonstrate and validate
automatic region instrumentation in distributed environments, as well as assess the frame-
work on larger cluster topologies and thousands of simulated nodes using SimGrid/SMPI.
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